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As generative AI becomes embedded  
in enterprise tooling, research operations  
face a new set of governance challenges. 
Before generative AI, organisations typically 
relied on network defences, access controls, 
encryption, and secure infrastructure, 
supplemented in some cases by ethics policies 
or playbooks. These measures still matter, 
but generative AI creates and amplifies risks 
they were not designed to address, while 
established guidance for managing those  
risks remains limited.	

If you build, manage, or govern research systems, this worksheet will 

help you assess your organisation’s current maturity, identify systemic 

vulnerabilities in data governance and research ethics, and establish  

an operational roadmap for responsible AI-augmented research.

Who This Worksheet Is For
Created specifically for the user experience (UX) research profession,  

the worksheet’s principles apply across qualitative and quantitative research 

more broadly. The worksheet is relevant to research functions of any size—

from small teams to enterprise operations—that wish to establish system-

level safeguards rather than rely on individual, ad hoc interventions.  

It will help you: 							     

–	 assess current maturity across ten areas;

–	 identify gaps in both privacy controls and research ethics;

–	� prepare for a productive discussion with legal, information security,  

and procurement professionals; and

–	� distinguish between individual responsibility and system-level 

responsibility.

This worksheet is designed to help you make a meaningful start on a 

complex and evolving area of practice. Note that it is a diagnostic and 

meeting-preparation tool, not a compliance certification or a substitute  

for formal legal, security, or ethics reviews.

How to Use It
To maximise the strategic value of this framework, you should follow  

a structured, collaborative assessment process:

1.	� Complete a systems-level pre-assessment.  
Review the ten criteria across the systems, vendors, workflows,  

and data flows used in your research practice. Assign provisional 

maturity levels based on the evidence available, and record  

unknowns, assumptions, and questions for follow-up.

2.	� Convene a cross-functional group.  
Bring together representatives from research, ResearchOps, 

procurement, information security, legal, and relevant data or  

system-owner teams. Use the pre-assessment to focus the  

discussion on areas of uncertainty or concern.

3.	� Confirm the maturity scores.  
Validate each provisional score using evidence appropriate to  

the criterion, then compile the results into an overall diagnostic 

scorecard. Record any critical Level 0 findings separately.

4.	� Build a remediation roadmap.  
Use the standard operating protocols provided for low-scoring  

areas to assign responsibility, initiate process-design sprints,  

and track progress.

How the Scoring Works				  
Traditional compliance audits often rely on rigid yes/no checklists.  

While clean on paper, binary audits can fail to capture the operational 

realities of adopting AI tools. This worksheet takes a different approach, 

using ten criteria to help cross-functional teams surface systemic 

vulnerabilities, prepare for conversations, and create a prioritised to-do list.

After completing the worksheet, turn to the scorecard page to calculate 

your total, interpret your result, and record the areas that need attention first. 

Each of the ten challenges is scored from 0 to 3, giving a possible total  

of 0 to 30 points. 									       

0–20 points | Critical Gaps

This score indicates material weaknesses in privacy, ethics, or operational 

controls. Escalate affected workflows to ResearchOps, legal, and 

information security professionals, pause specific data flows where 

exposure is suspected, and agree on a remediation plan.

21–26 points | Prioritise Improvements

The organisation has a foundation in place, but low-scoring areas need 

focused remediation. Assign owners, run targeted improvement work,  

and use human review for higher-risk AI outputs until the relevant controls 

are strengthened.

27–30 points | Operational Excellence

The organisation has a strong, evidenced socio-technical approach to 

responsible AI-augmented research. Document the assessment, maintain 

an audit trail, assign owners for ongoing maintenance, and review practices 

as systems, vendors, and AI use change.

Note. A high overall score doesn’t override a critical weakness in an 

individual area. Any Level 0 finding involving participant consent, raw-data 

exposure, vendor processing, or unapproved AI use requires attention.		
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Use this workbook to assess the systems, vendors, workflows,  
and controls your organisation uses to manage research data  
and AI processing. It’s designed to help you shift responsibility  
for ethical data management from individual practitioners to  
well-designed systems. Complete it at least annually and after  
any material change to the systems or data flows it covers.
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Some generative AI models are trained on large and varied datasets, which  
may include material scraped from the web. If a research tool’s terms and 
settings don't clearly restrict the use of customer data, participant data may  
be processed, retained, or used for model improvement in ways the 
organisation and participants didn't expect. In some cases, this can allow 
sensitive participant insights to be memorised or inferred and reproduced in 
later model outputs, leaking them beyond the original research context.

Many enterprise AI APIs retain prompts, uploaded data, and outputs, or associated 
safety and abuse-monitoring logs, for up to thirty days by default. The scope and 
enforceability of that retention period depend on the provider, product, endpoint, 
account type, contract, and configuration. Deleting a project folder in a research 
tool may therefore leave participant data in a separate third-party system for longer 
than the research team expects. Where zero data retention isn’t available, the 
exception and any compensating controls need to be understood and governed.	

Cloud research tools can add AI features, change data flows, or introduce 
new subprocessors after procurement. If an organisation reviews a tool only 
at purchase or renewal, a new AI feature may be enabled before its privacy, 
security, or research-ethics implications are assessed.		

Research repositories may contain recordings with identifiable voices, 
unredacted transcripts, and other raw assets that reveal participant identities 
or sensitive context. If users can download these files into personal AI tools 
or generic organisational tools that haven’t been vetted for research data, 
they may create data flows outside approved purpose, retention, access, and 
consent controls.		

Employees with legitimate access to research systems may still use personal 
or unmanaged AI accounts on work devices and paste raw participant data or 
survey files into them. If those services aren’t approved for research use, the 
data may fall outside the organisation’s controls for retention, access, vendor 
processing, and model use.	

Do our active vendor contracts, data-processing agreements, and product 
configurations clearly define and restrict how participant data may be used, 
including for model training or improvement, and do we have evidence that 
these controls cover all approved integrations and subprocessors?

Do our contracts and vendor settings confirm whether each external  
API retains participant data for up to thirty days by default, whether zero data 
retention applies, and how deletion of prompts, uploads, outputs, and safety 
logs is verified?	

Do our vendor-management and change-control processes identify new 
AI features, data flows, or subprocessors before they process participant 
data, and can we disable or restrict unapproved features while they’re being 
reviewed?		

Do repository permissions, download controls, and endpoint protections 
restrict access to raw research assets to authorised users and prevent transfer 
to AI tools not approved for the relevant research data and use case, while giving 
other stakeholders access to approved, appropriately aggregated insights?	
	

Do our network, identity, and endpoint controls prevent staff from using 
personal or unmanaged AI accounts to process research data on corporate 
devices, while providing an approved alternative for legitimate work?	

Research workflows send participant data through 
unapproved or unvetted AI services without reliable 
controls over vendor access, retention, model training or 
improvement, or onward use. This may include staff entering 
participant data into personal AI accounts for research. 
The organisation doesn’t know the terms governing those 
services, and ownership is unclear.

The organisation doesn’t know whether external APIs retain 
participant data, prompts, outputs, or safety logs, or for 
how long. It can’t verify deletion after a research project is 
deleted, and ownership is unclear.

Vendors can introduce or enable AI features that process 
participant data before the organisation detects or reviews 
the change. No reliable ownership or process governs 
feature updates, new data flows, or their potential impact on 
participants.	

The repository lets logged-in users view, edit, or download 
raw session recordings and unredacted transcripts. No 
reliable controls limit access or prevent those materials from 
being moved into unapproved AI tools.	

Employees can access consumer or unmanaged AI 
services from work devices and may enter research data 
into them. The organisation has no reliable visibility or control 
over these transfers.0 0 0 0 0
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Teams recognise that AI services may retain participant 
data for abuse monitoring or model improvement, but rely 
on individual judgement and manual checks to decide 
which tools and uses are appropriate. Vendor terms and 
settings aren’t consistently checked for training restrictions, 
retention, subprocessors, or alignment with participant 
consent.

Teams rely on vendor statements or default retention 
periods, such as thirty days, but the terms aren’t consistently 
binding, verified, or mapped across endpoints, integrations, 
and safety or abuse logs. Deletion depends on manual 
requests or individual follow-up.

Teams are told to watch for new AI features and avoid 
unapproved use, but safeguards depend on individual 
vigilance, manual reporting, and vendor notices. The 
organisation doesn’t consistently know which features or 
subprocessors are active.	

Stakeholders are asked not to browse raw folders,  
and README files explain how to handle research 
assets. The repository doesn't technically enforce 
these boundaries; compliance depends on individual 
behaviour.	

Policy warns staff not to enter participant or research 
data into unapproved services, but safeguards depend on 
individual judgement and compliance. Approved alternatives 
and reporting routes aren’t consistently available.

Contracts define permitted uses of participant data, 
including model training or improvement, prompt and output 
retention, access, deletion, and subprocessor use. Product 
settings implement those requirements, and named owners 
maintain evidence that the controls align with consent and 
stated data-use commitments.

Contracts and product settings define retention and deletion 
requirements for participant data and relevant logs, including 
any zero-data-retention arrangements and documented 
exceptions. Named owners maintain evidence that data are 
deleted within the agreed timeframe, such as thirty days 
where that is the applicable vendor term.

ResearchOps maintains an active registry of all approved 
tools. Account administrators configure platform settings to 
disable beta, experimental, or newly introduced generative 
AI features until ResearchOps formally clears them.	

Access is centrally managed through single sign-on, with 
permissions assigned according to each person’s role. 
Stakeholder groups, such as product, design, and marketing, 
can view or comment on approved insights but cannot view 
or download raw session media unless they’re explicitly 
authorised for a defined purpose.	

IT blocks known consumer AI websites at the corporate 
DNS level and routes approved use through a designated 
enterprise AI tenant.

The organisation continuously monitors vendor, model, 
and product changes, tests whether its controls still work 
across relevant data flows, and assesses residual risk in 
practice. It evaluates whether participant information could 
be memorised, inferred, or reproduced in later outputs, 
and adjusts, pauses, or stops processing when consent, 
purpose, or risk changes.

The organisation continuously monitors vendor and product 
changes, tests relevant retention settings and internal 
deletion paths where possible, and reviews evidence that 
external deletion occurs as agreed. It governs exceptions 
to zero data retention through documented compensating 
controls, escalation routes, and review of the potential 
impact on participant data.

Contracts state that new generative capabilities must 
be delivered as opt-in only and isolated behind separate 
administrative gates. The organisation uses an automated 
cloud access security broker (CASB) or proxy gateway to 
block unauthorised API data transmission to unapproved AI 
subprocessors.	

The repository separates raw research assets from 
stakeholder-facing insights through a logical network 
partition, so dashboards operate in an isolated environment. 
The system removes direct links and database paths to raw 
files from the metadata.	

IT enforces tenant restrictions and endpoint controls that 
prevent work devices from authenticating with personal or 
unmanaged AI accounts. Proxy and firewall controls route 
work-related generative processing through approved 
services, while monitoring and exception processes verify 
that research data remain within authorised environments.

Why You 
Should Care

Assessment  
Question

Level 0 
Unmitigated

Score Score Score Score Score

Level 1 
Basic

Level 2 
Managed

Level 3 
Optimised

Your 
Score

Participant Data  
and Model Training

API  
Retention

Feature  
Updates		

Raw Asset  
Access			 

Shadow  
AI			 
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Traditional consent and data-management practices assume that research data 
can be located as discrete records and deleted at the source. Legacy research 
data may later be added to AI tools or repositories for purposes that weren’t 
covered by the original consent. Regardless of when the data were collected, 
AI systems may retain information from them in ways that aren’t easy to find or 
remove, even after the source record is deleted, particularly where the data have 
been used for model training or persistent memory.	

Research shows that LLM-based agents may reidentify some pseudonymous 
profiles by combining distinctive transcript details with public information. Other 
research artefacts may contain biometric data, including voices and faces, or 
other identifying information, such as names and on-screen details. In the age of 
AI, removing direct identifiers doesn’t guarantee that data cannot be reidentified.

AI-generated synthesis can misrepresent participant experiences,  
flatten disagreement, erase minority perspectives, or produce fabricated  
or misattributed quotations. Without links to source evidence, researchers  
can’t readily check, challenge, or correct those interpretations before  
they’re shared.		

Controls designed to prevent fraud or verify identity can create barriers for 
participants with varying accessibility, literacy, language, or technology needs. 
Weak screening can pollute samples, compromise data quality, and divert 
incentives, but over-aggressive screening can exclude legitimate participants, 
including people with accessibility or literacy needs, further reducing the 
representation of groups already underrepresented in research.		

Traditional panel recruitment often matches potential participants using 
demographic and quota criteria. Some AI-enabled platforms now rank, filter,  
or match people using hard-to-inspect rules and patterns from past recruitment 
data. If those systems favour speed or repeat past patterns, they may leave 
some groups out of samples and make findings less representative of the 
people affected.	

Do our consent and data-governance processes explain how AI will be used 
with new data, assess whether proposed AI uses of legacy data are compatible 
with the original purpose and participant expectations, and make clear what 
withdrawal or deletion can and can’t achieve, while recording choices about 
distinct uses where feasible?	

Do our data classification and handling policies treat pseudonymous  
data as potentially identifiable and require proportionate safeguards before  
AI tools process it?	

Do our research systems link AI-generated claims, themes, and quotations  
to relevant source material, such as passages or timestamps, so evidence  
can be manually verified and contextualised before findings are shared?	
	

Do our recruitment and survey systems use controls to flag AI-generated, 
duplicate, or otherwise suspicious participation, while monitoring for 
disproportionate exclusion across participant groups and routing uncertain 
cases for review?		

Do we monitor panel composition and recruitment outcomes across relevant 
participant groups, whether we source participants from a vendor panel or 
manage our own panel with vendor-supplied software, and take corrective 
action when representation falls short?	

Consent materials don’t explain AI processing, third-
party services, retention, future or secondary use, or 
what withdrawal and deletion can and can’t achieve. The 
organisation may apply AI to legacy data without checking 
whether the original purpose or consent covers the use,  
and ownership is unclear.

People conducting research send raw data to AI tools 
without removing direct identifiers, or treat pseudonymous 
data as anonymous once obvious identifiers are removed. 
They don’t assess whether people could be identified from 
the remaining content, and no reliable controls govern the 
processing.

People conducting research use AI tools to generate 
summaries, themes, or quotations with no way to link the 
outputs back to the original data. Findings may be shared 
without a reliable way to verify what participants said or how 
their experiences were interpreted.	

People can submit AI-generated or heavily AI-assisted 
responses to qualify for incentives, and there are no reliable 
controls to detect or manage cases where this affects 
eligibility or data quality. The organisation doesn’t know how 
screening decisions affect sample composition.	

AI-enabled matching or screening influences who is invited 
or excluded, but the organisation doesn’t know where AI is 
used, what data it relies on, or how it affects representation. 
It accepts vendor or software outputs without an audit or a 
defined owner.

0 0 0 0 0

1 1 1 1 1

2 2 2 2 2

3 3 3 3 3

Consent materials mention AI in broad terms, but bundle 
different uses and don’t explain relevant data flows, retention 
practices, vendors, or the limits of withdrawal and deletion. 
Teams don’t consistently assess whether new AI uses of 
legacy data align with the original purpose or participant 
expectations; staff rely on generic wording and manual 
follow-up.

People conducting research remove obvious direct 
identifiers, such as names and locations, using manual or 
basic automated tools, but rely on individual judgement. 
They don’t systematically assess distinctive details, available 
public information, linkability, or the AI tool’s retention and 
deletion limits.

AI tools provide broad citations or links, but not to the 
specific passages, timestamps, or records needed for 
verification. People rely on manual searching and individual 
judgement, and no consistent review is required before 
findings are shared.	

People doing research manually inspect responses for signs 
of AI generation, such as repeated phrasing, implausibly fast 
completion, or inconsistent answers, and flag or remove 
responses based on individual judgement. They don’t record 
which groups are flagged or assess how exclusions affect 
representation.	

The organisation knows AI is involved and relies on 
vendor assurances or occasional manual checks of panel 
composition. It has little evidence about subgroup invitation, 
screening, or exclusion, and no consistent process for 
correcting AI-driven representation gaps.

Internal templates distinguish relevant AI uses. Participant-
facing materials explain the uses, choices, and limits on 
withdrawal or deletion that matter to participants. Named 
owners link consent records to relevant data and document 
whether legacy data uses align with the original purpose and 
participant expectations, including safeguards and exclusions.

Policies classify pseudonymous data as potentially 
identifiable, and the organisation uses that classification 
to set standard safeguards for AI processing. Approved 
tools, data-minimisation and redaction controls, access 
restrictions, and defined retention and deletion settings 
protect routine processing without requiring a fresh review 
for every use.

Research systems provide source-linked citations for 
AI-generated insights, with links to relevant passages, 
timestamps, or records. Established workflows require 
people to review those links and confirm that quotations are 
verbatim and interpretations are supported before findings 
are shared.	 .	

A named owner sets representation goals and monitors how 
AI matching and screening affect invitation, screening, and 
completion rates across relevant participant groups. The 
organisation uses targeted outreach, additional sources, or 
works with vendors to adjust AI settings when gaps emerge.

Consent materials are tested with participants to ensure 
explanations of AI use and available choices are clear. 
When workflows or data uses change, including new 
uses of legacy data, the organisation reviews relevant 
data-governance decisions. Traceability is maintained 
across connected systems, and withdrawal requests are 
coordinated where feasible.

The organisation applies a repeatable risk review to higher-
risk data and significant changes in AI use. It assesses 
plausible Reidentification pathways, considers potential 
harms to vulnerable groups, records residual risk and known 
deletion limits, and adjusts redaction, access, or processing 
decisions when circumstances change.

Teams use existing research-quality or governance reviews 
to sample AI-generated findings for source accuracy, 
missing context, misattributed quotations, and flattened 
disagreement. They record recurring problems and update 
tools, workflows, or review guidance when needed.	

The organisation monitors false positives and differential 
exclusion, calibrates thresholds using reviewed samples, 
and assesses whether screening changes demographic 
representation. It records the reasons for flags or exclusions 
and updates controls as AI-assisted participation patterns 
change.	

The organisation routinely evaluates AI matching and 
screening for differential exclusion and changes in 
representation over time. It adjusts vendor settings, 
matching rules, sourcing, quotas, or human-review 
pathways when AI-driven outcomes reduce representation 
and documents the effects.

Why You 
Should Care

Assessment  
Question

Level 0 
Unmitigated

Score Score Score Score Score

Level 1 
Basic

Level 2 
Managed

Level 3 
Optimised

Your 
Score

Consent  
and Erasure	

Reidentification Preserving  
Participants' Voices		

Equitable  
Participation				  

Inclusive  
Recruitment	

The organisation offers accessible alternatives for different 
literacy and technology needs. Because fraud-detection 
controls can be privacy-invasive, the organisation limits 
telemetry to what is necessary. It uses documented criteria 
to flag AI-generated, duplicate, or otherwise suspicious 
participation while recognising that AI assistance may 
support access, and routes uncertain cases for review.
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Once you’ve scored the ten criteria, add the results to calculate your 

total. Use the result to identify gaps and strengthen your data and ethics 

safeguards. A high overall score doesn’t override a critical weakness in an 

individual area. Any Level 0 finding involving participant consent, raw-data 

exposure, vendor processing, or unapproved AI use requires attention.	

Your total score:                    / 30	

0–20 Points | Critical Gaps

This score indicates material weaknesses in privacy, ethics, or operational 

controls. Escalate affected workflows to ResearchOps, legal, and 

information security professionals, pause specific data flows where 

exposure is suspected, and agree on a remediation plan.	

21–26 Points | Prioritise Improvements

The organisation has a foundation in place, but low-scoring areas need 

focused remediation. Assign owners, run targeted improvement work, and 

use human review for higher-risk AI outputs until the relevant controls are 

strengthened.

27–30 Points | Operational Excellence

The organisation has a strong, evidenced socio-technical approach to 

responsible AI-augmented research. Document the assessment, maintain 

an audit trail, assign owners for ongoing maintenance, and review practices 

as systems, vendors, and AI use change.

Notes
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AI-Assisted Participation

AI-assisted participation occurs when a participant uses an AI tool to help 
complete a survey, screener, or research activity. Whether this is acceptable 
depends on the study rules and its effect on data quality.

AI Model Improvement

AI model improvement is the use of data to evaluate, fine-tune, update,  
or otherwise improve an AI model or service.

AI Processing

AI processing is any use of an AI system to collect, transform, analyse, 
classify, summarise, generate, or otherwise act on research data.

Application Programming Interface (API)

An API is a structured way for one software system to send data to,  
and receive data from, another system.

Cloud Access Security Broker (CASB)

A CASB is a security service that helps an organisation monitor and  
control how people and systems access cloud applications and transfer 
data to them.

Data-Processing Agreement

A data-processing agreement is a contract that sets out how a service 
provider may process an organisation’s data, including requirements  
for security, retention, deletion, subprocessors, and confidentiality.

Data Minimisation

Data minimisation is the practice of collecting and processing only  
the data necessary for a defined purpose.

Derived Representations

Derived representations are created from source data, such as embeddings, 
model parameters, summaries, classifications, or generated outputs. 
They may retain information or associations from the original data without 
preserving the original record in a directly retrievable form.

GLOSSARY & CONTRIBUTORS
Differential Exclusion

Differential exclusion occurs when a screening or selection system  
excludes people from some participant groups at higher rates than others.

Pseudonymous Data

Pseudonymous data have had direct identifiers removed or replaced  
with codes but may still be linked to a person using additional information  
or distinctive details.

Reidentification

Reidentification is the process of linking pseudonymous, de-identified, 
or apparently anonymous data back to a specific person by combining 
remaining clues with other information.

Shadow AI

Shadow AI is the use of AI tools outside an organisation’s approved  
systems, policies, contracts, and security controls, including personal  
or unmanaged accounts used for work purposes.

Subprocessor

A subprocessor is a third party engaged by a service provider to  
process data on its behalf, such as a company providing hosting,  
storage, moderation, or model infrastructure.

Tenant Restrictions

Tenant restrictions are technical controls that limit access to approved 
organisational accounts or environments, preventing work devices from 
connecting to personal or unmanaged instances of a service.

Zero Data Retention

Zero data retention is a service arrangement in which a provider doesn’t 
retain specified inputs or outputs after processing. Its scope, eligibility, 
exclusions, and technical enforcement vary by provider and product.
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